
Strong Beliefs, Weak Commitments

Todor Koev

Abstract

The standard Hintikkan semantics views believe as a universal quantifier over possible worlds,
stating that the prejacent is true across all the attitude holder’s doxastic alternatives (Hintikka
1969). However, this semantics (i) fails to capture the fact that believe is a gradable predicate
(cf. partially believe v. fully believe) and (ii) makes no predictions about the degree of certainty
of the belief agent. To remedy these problems, I propose a probabilistic semantics for believe
along the general lines of Kennedy & McNally’s (2005) analysis of gradable adjectives. I argue
that believe is a strong modal, i.e. it is a maximum-degree predicate. While belief attributions
can sometimes be interpreted as hedges (e.g. I believe it’s raining, but I’m not sure it is), I
argue (contra Hawthorne et al. 2016) that such weak uses are not the default as they canon-
ically arise with first-person present-tense unembedded forms and under the right pragmatic
conditions, i.e. when the belief component is not relevant to the question under discussion.
Following up on a suggestion made in Chemla (2008), I propose that the weak sense of believe
arises as an antipresupposition, i.e. as a scalar inference derived through competition with a
presuppositionally stronger know-competitor. A weak interpretation amounts to a situation in
which the speaker expresses full subjective confidence in the prejacent but reneges on publicly
committing to it.

Keywords: belief, modality, gradability, scalar implicature, antipresupposition, question under dis-
cussion

1 The Hintikkan orthodoxy and its problems
The verb believe plays a pivotal role in semantics and pragmatics as it underlies several widely
studied phenomena. For example, believe is a prototypical attitude verb that has been standardly
employed in the study of opaque contexts (Quine 1956; Lewis 1979; Percus 2000; Keshet 2010;
Maier 2010; Schwarz 2012; Charlow & Sharvit 2014). Thus, Ralph believes that someone is a spy
is ambiguous depending on whether someone is read de re (“There is someone of whom Ralph
believes to be a spy”) or de dicto (“Ralph believes there are spies”). The verb believe is also in-
voked to explain certain patterns of presupposition projection (Karttunen 1974; Heim 1992; Geurts
1999; Lassiter 2012). A sentence like Patrick wants to sell his cello may be taken to presuppose
not that Patrick owns a cello but that Patrick believes he owns a cello, where the presupposition
associated with the definite description his cello is attributed to the mental state of the attitude
holder. Furthermore, believe is a neg-raising predicate (Fillmore 1963; Lakoff 1969; Bartsch 1973;
Horn 1989; Gajewski 2007; Romoli 2013; Collins & Postal 2014). Thus, x does not believe that
p would typically be understood to mean the stronger statement x believes that not p, where the
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matrix negation is interpreted inside the embedded clause. Finally, speech act theorists typically
state the norm of assertion in terms of belief, knowledge, or truth (Searle 1969; Stalnaker 1978;
Bach & Harnish 1979; Williamson 1996; MacFarlane 2005).

Given its rich contribution to a large range of phenomena, it is crucial to understand the core
interpretational properties of believe. In formal semantics, it has become standard to analyze be-
lieve as a universal quantifier over possible worlds. Ever since Hintikka (1969), a belief attribution
is taken to say that the prejacent is true in all of the agent’s doxastic alternatives. This is usually
rendered as in (1), where Doxx,w stands for the set of x’s doxastic alternatives in w, or the set of
possible worlds compatible with everything x believes in w.

(1) [[believe]]w = λ pλx .∀w′ ∈ Doxx,w : p(w′)

Though very popular, this Hintikkan orthodoxy fails on at least two counts.

• Believe is a gradable predicate, as evidenced by its ability to tolerate degree modification
(cf. partially believe v. fully believe). But it is unclear how this gradability property can be
modeled if the force of believe is fixed by a quantifier once and for all. Ideally, the strength
of believe should be able to be manipulated in the same way degree morphology manipulates
the degree argument of gradable adjectives. A simple quantificational semantics, however,
does not give us that.1

• The above semantics fails to answer the question of how strongly unmodified uses of believe
commit its agent to the prejacent. Does Fred believes it’s raining require that Fred is certain
it is raining or just that Fred finds it likely it is raining? The standard Hintikkan semantics
states that all doxastic alternatives are worlds in which the prejacent is true. But this alone
does not entail a specific degree of certainty, as it remains unclear to what extent the agent
is committed to the alternatives themselves.2 Since the set of doxastic alternatives is defined
as the set of worlds compatible with everything the agent “believes”, the issue about the
strength of believe is not addressed but rather shifted to the metalanguage. It is not derived
and needs to be stipulated.

These problems for the standard semantics may seem unrelated but they stem from a common
core, which has to do with the gradability of believe. When used with degree morphology, we
need to explain how the different strengths of believe arise; when left unmodified, we need to
ask what the certainty threshold for believe is. These are essentially the same questions that arise
in the investigation of gradable adjectives, i.e. deriving interactions with degree morphology and
determining the standard of comparison for unmodified (or “positive”) forms.

Quite surprisingly, these two issues have rarely been put on the table in formal semantics,
although similar questions about other types of modals have been discussed in recent work on
graded modality (Kratzer 1991; Portner 2009; von Fintel & Gillies 2010; Yalcin 2010; Klecha

1One way for a quantificational analysis to achieve a gradient effect would be to allow degree modifiers to play
with the quantificational domain of believe (the relevant set of doxastic alternatives). See also work on weak necessity
modals (von Fintel & Iatridou 2008).

2To see the point even more clearly, consider fiction predicates like dream or imagine, which may be given the
same type of universal semantics but one in which the quantification is over a different domain. Clearly, no degree of
commitment would arise in this case.
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2014; Lassiter 2016, 2017). The gradability issue can be addressed if the semantics of believe is
recast in a degree-based framework as the one developed in Cresswell (1976), Kennedy (1999);
Kennedy & McNally (2005), a.o. Doing so appears to posit less of a challenge and the first steps
towards combining modality and gradability have already been made (e.g. Lassiter 2017; Santorio
& Romoli 2017).

The second issue about the commitment strength of believe, however, has barely been touched
upon in the literature, with the notable exception of Hawthorne et al. (2016). While work on graded
modality has discussed the strength with which a modal implies the prejacent (see in particular
von Fintel & Gillies 2010 and Lassiter 2016), the focus has been on modal auxiliaries and modal
adjectives, which are impersonal and (in unembedded positions) take the perspective of the speaker.
Since attitude verbs in general and believe in particular obligatorily project an external argument,
the issue of modal strength here translates into the issue of the certainty level of the attitude holder.
Deciding on the strength of believe turns out to be a challenging task and the bulk of this paper
will be devoted to providing a plausible answer.

Is believe weak or strong? The empirical picture appears to be varied right off the bat. For
example, an utterance of (2) can be taken as a description of certainty or as a hedge toward the
embedded proposition.3 The former (strong) reading would be brought out if we are playing a
game where everyone is required to list some of their beliefs. The latter (weak) reading may come
about if we are making guesses about who the next president of the US is going to be.

(2) I believe Oprah will win the next election.

Given this flexibility, there are two plausible views on the strength of believe. The first view
is that this verb implies full certainty, i.e. the agent takes the embedded proposition to be true. I
call this view Strong Believers (SB) and state it more formally in (3). Below, Crx(p) stands for x’s
credence in p, where Cr obeys the usual laws of probability theory.

(3) Strong Believers
[[believe]](p)(x) iff Crx(p) = 1

Though rarely articulated, SB seems to be what has been implicitly assumed in the formal se-
mantics literature all along. For example, in a rare moment of explicitness, Lasersohn (2005:675)
states: “To believe something is to consider it true.” The literature on antipresupposition endorses
this view a bit more explicitly by assuming that believe and know share similar or equivalent truth-
conditional content (Sauerland 2008; see Chemla 2008 and Schlenker 2012 for qualifications). SB
also appears to be the prevalent view in philosophy (e.g. Levi 1991; Williamson 2000; Clark 2013).

The second view is what I call Weak Believers (WB). This view states that the subjective prob-
ability associated with believe exceeds some contextually specified threshold, which is typically
50% but can be significantly influenced by the context.

(4) Weak Believers
[[believe]](p)(x) iff Crx(p)> θbel , where typically θbel = 0.5

3Lakoff (1973:471) defines hedges as “words whose job is to make things fuzzier or less fuzzy”. Here this term
is intended to specifically describe expressions that soften the commitment level of the speaker (Prince et al. 1982;
McCready 2015).
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WB is vigorously defended in Hawthorne et al. (2016), who offer a number of empirical arguments
in its support (see also Lauer 2017). I address these arguments in Section 2, along with a range of
fresh data that argue for the opposite conclusion.4

Several comments about these two views are in order. The first point is rather obvious. Given
the flexible force of believe illustrated in (2), SB and WB must work in opposite directions to
capture the linguistic intuitions. SB posits full certainty and must invoke some additional process
to produce the weak reading. WB can take the weak reading in stride and thus may appear more
appealing at first. After all, if believe varies in strength, it is plausible to postulate the weak reading
as basic. Still, WB has to rely on some strengthening mechanism in order to derive the strong
reading. In short, both SB and WB need to be supplemented with additional assumptions.

It is also useful to compare the two views on believe to similar distinctions made in the modal
and the non-modal domain. In the modal domain, the opposition between WB and SB is essentially
about whether believe is more similar to likely or more similar to certain. Yalcin (2010) and Lassiter
(2017) offer an analysis of likely that parallels WB in that the threshold value is taken from the
middle of the scale; Lassiter (2017) takes certain to pick its threshold value from the top of the
scale. Outside the modal domain, the opposition between WB and SB has parallels in the contrast
between proportional quantifiers like most / more than half and universal quantifiers (Barwise &
Cooper 1981; Hackl 2009; Solt 2016). On the very general level, the question is then whether
believe requires a “maximality” interpretation or just some sort of a “majority” interpretation.

A third point concerns a potential difference between theory and practice. Hawthorne et al.
(2016) appear to draw a distinction between the theoretical notion of belief (the mental state of be-
lieving) and our practical understanding of it (the way believe is used in conversation), suggesting
that the former may be strong but the latter is weak. In this paper, I focus on the latter question
about the semantics of the verb believe itself. I also limit my attention to cases in which believe
selects for that-complements. Excluded are uses with direct animate objects, as in He believed her,
which amount to expressing trust. Also excluded are uses with in-objects, e.g. Al believes in global
warming. Needless to say, the claims of this paper eventually need to be extended to all possible
uses of believe and brought to bear on the larger question of how the semantic and the cognitive
components interact.

Distinguishing between theory and practice comes close to saying that believe is ambiguous
between a weak and a strong interpretation. If we stipulate two lexical entries that mean “finds it
likely that” and “is certain that”, respectively, then both WB and SB would be valid. Here I raise
two worries about such a proposal, one conceptual and one empirical. The conceptual worry comes
from the fact that the two alleged readings are logically dependent as one entails the other. This
way of cutting the meaning pie is hardly theoretically parsimonious and it is unclear whether the
language learner could acquire such a distinction. There are empirical worries as well. Under an
ambiguity approach, one would expect I believewk he is going to win but I don’t believestr it to be
as felicitous as It’s likely he is going to win but it’s not certain. In reality, the latter is acceptable
while the former sounds contradictory. Given these obvious difficulties, I see no merit in pursuing
an ambiguity approach any further.

I will generally argue in favor of SB and against WB. My main claim is that believe is strong,
in the sense that its truth conditions require that the agent regards the prejacent as true. While a

4Relatedly, Foley (1992) argues that a rule similar to WB (which he calls the “Lockean Thesis”) underlies the norm
of rational belief.
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weak reading of believe is possible, I will demonstrate that it is not unrestricted; it typically crops
up with first-person present-tense unembedded forms and in specific pragmatic contexts. I derive
the weak reading as a scalar inference that arises through competition with a presuppositionally
stronger know-competitor. I argue that weak uses amount to a discourse situation in which the
speaker expresses full subjective confidence in the embedded proposition but does not want to go
on record by publicly committing to it.

The structure of the paper is as follows. Section 2 lays out the empirical landscape on the
gradability and the strong nature of believe. Along the way, I argue that the arguments put forward
in Hawthorne et al. (2016) in support of WB do not hold up to closer scrutiny. In section 3, I develop
a scalar semantics for believe, one that derives its gradability, its closure under conjunction, and
the sense of full certainty, yet leaves the door open to hedging uses. Section 4 is the conclusion.

2 The strength of believe: the empirical picture
This section plows through five sets of data that furnish converging evidence in favor of a strong
semantics for believe. Most importantly, I demonstrate that the weak reading mentioned above is
not the default as its distribution is constrained by the linguistic and non-linguistic context.

2.1 Gradability
This subsection argues that believe is a gradable predicate associated with a totally closed scale.
Given that such predicates take maximum-degree standards (Kennedy & McNally 2005; Kennedy
2007), we can conclude that believe encodes full certainty.

Lassiter (2017) draws a distinction between scalarity (or “gradedness”) and gradability. Scalar
predicates have a semantics built around scales, while gradable predicates are not just scalar but
also grammatically gradable by virtue of the fact that they provide a degree argument. Lassiter
argues that all modals are scalar but that only a subset of them are gradable. If so, we would expect
that believe is scalar as well. Indeed, philosophers have long assumed that belief comes in degrees,
as evidenced by the fact that we can sensibly talk about the strength of our beliefs. This is consistent
with belief being an inherently scalar notion.

Believe is also a gradable predicate. It can participate in comparative (5) and equative con-
structions (6), and can be modified by minimality (7), maximality (8), and proportional modifiers
(9).5

(5) a. He believes more strongly than I do that the organization of the executive branch of
the federal government matters a great deal.

b. Men believe less strongly than women that they have control over their future health
or that personal actions contribute to good health.

(6) Each [farmer] believes as strongly as the other that his crops will not survive another week
without water, and each cares as much as the other about the survival of his crops.

(7) Atticus partially believes that prejudice exists because people do not understand each other
[...].

5All examples below are culled from the web.
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(8) a. I strongly believe that life is too short to eat mediocre meals.
b. Darwin says he almost believes that species are not immutable.
c. Theresa fully believes that we all have the inner ability to achieve what we desire and

sometimes it takes input from others to kick start that process.
d. I truly believe, 100 percent, that for every person reading this article, I can go one by

one and determine your potential for success by looking at only two basic principles.

(9) a. One possibility is that Charles half believes that there is a real danger, and that he is,
literally, at least half afraid.

b. This has taken me lots of research to come to this conclusion, but I believe 95 percent
that it is.

The fact that believe is gradable does not prejudge the choice between SB and WB, i.e. the
question of whether an unmodified use of believe implies full or partial certainty. The reason is that
– when occurring outside a degree construction – gradable predicates may pick different standards
of comparison. Unger (1971) was the first to distinguish between two kinds of gradable adjectives
depending on how the standard value is chosen. The standard for relative adjectives like tall is
selected contextually (typically taken from the middle of the scale), while the standard for absolute
adjectives like bent, certain, full is fixed as the minimum or the maximum of the scale.6 Kennedy &
McNally (2005) and Kennedy (2007) convincingly argue that the relative/absolute distinction boils
down to differences in scale structure. They classify gradable predicates depending on whether the
associated scale is open or closed on its ends, producing the following typology.

(10) a. totally open scale ◦ ◦ tall, short
b. lower-closed upper-open scale • ◦ bent, straight
c. lower-open upper-closed scale ◦ • certain, uncertain
d. totally closed scale • • full, empty

This scale typology is empirically supported by the distribution of degree modifiers. Thus, propor-
tional modifiers (e.g. half or mostly) are only acceptable with adjectives encoding totally closed
scales; maximum-degree modifiers (e.g. perfectly) are only compatible with adjectives encoding
upper-closed or totally closed scales; minimum-degree modifiers (e.g. slightly) can only occur with
adjectives encoding lower-closed or totally closed scales; etc.7

Kennedy and McNally draw the following important generalization: in their unmarked/“positive”
form, adjectives associated with totally open scales take relative standards while adjectives asso-
ciated with partially closed or totally closed scales take absolute standards. For example, tall is
associated with a totally open scale (it cannot occur with minimality or maximality modifiers like
slightly or completely, at least not without coercion) and takes a relative standard (what counts
as tall will depend on the comparison class at hand). By contrast, full has an upper-closed scale
(things can be said to be completely full) and takes the maximal degree of the scale as its standard
(a bottle is said to be full if it cannot accept more liquid, modulo pragmatic slack).

6See also Yoon (1996) and Rotstein & Winter (2004) on the related but non-equivalent distinction between “partial”
and “total” adjectives.

7Many idiosyncratic restrictions still persist. See also Sassoon (2012) and Solt (2012) for restrictions on degree
modifiers like slightly that express a minimal degree of change.
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The explanation for the first part of Kennedy and McNally’s generalization is straightforward.
If a scale lacks endpoints, an adjective associated with it needs contextual support in order to
find an appropriate standard. The explanation for the second part of the generalization requires an
additional optimization principle. Kennedy (2007) thus invokes Interpretive Economy, according
to which truth conditions favor conventional meaning over context. Given this principle, if a scale
provides endpoints, an adjective must use these when picking a standard before it looks for it
elsewhere, i.e. before it involves the context.

Given the possibility for independently probing into scalar structure, we can use the Kennedy/McNally
generalization to assess whether believe is a relative or an absolute predicate. What kind of scale
is believe associated with? The data in (5)-(9) clearly argue for a totally closed scale, due to the
compatibility with minimum, maximum, and proportional modifiers. I thus assume that believe has
the ratio scale [0,1], which it shares with probability measures.

If its scale is totally closed, the Kennedy/McNally generalization predicts that believe picks
an absolute rather than a relative standard. This prediction is in line with SB, which entails an
absolute standard of 1 (full certainty). By contrast, this prediction is not compatible with WB as it
stands, because this latter view does not set a fixed standard. One way to stave off this unwelcome
conclusion is to assume that the threshold for believe is fixed at 0.5. This move would effectively
make believe an absolute predicate also according WB, albeit not one associated with an endpoint
standard.8 I will not adopt a fixed intermediate standard for WB here, as one of the main tenets of
Hawthorne et al. is that the norm of believe allows for a fair amount of flexibility.9 Given all that,
we may conclude that believe takes an absolute standard, not a relative one.

It may seem that this mechanism is compatible with believe being either a minimum or a
maximum degree verb. Why is the latter the case? The answer is that this is so by design. Given that
a predicate is associated with a totally closed scale, we can simply stipulate that the standard value
is its maximum. Thus, full takes as its standard the maximal degree of fullness while its antonym
empty reverses the scale, taking as its standard the maximal degree of emptiness (equivalent to the
minimal degree of fullness). By definition, predicates with totally closed scales always target the
maximum, and thus the scales of minimum-degree predicates are always only partially closed.

In closing, I discuss two additional pieces of evidence that strengthen the parallel between
maximum-degree adjectives and believe. The first piece of evidence comes from explicitly stated
comparison classes by insertion of a for-phrase (cf. Kennedy 2007). Since relative predicates pick
flexible standards, we would expect that the comparison class can be stated explicitly, as this would
delimit the range of options. By contrast, absolute predicates select a fixed degree on the scale and
making the comparison class explicit may lead to redundancy. The following examples, taken from
Lassiter (2017:101), confirm these predictions.

(11) a. Bill is tall for a fourteen-year-old.
b. ??This room is full for a classroom.

8Although not mentioned in Kennedy & McNally (2005), this option seems analytically impeccable. A midpoint
value can generally be derived by dividing the difference between the maximum and the minimum by two, thus
producing the “median” of the scale. (Ratio scales are dense, so here we are guaranteed that the median belongs to the
scale.) Notice that this type of standard would also comply with Interpretive Economy, given that the scale boundaries
are used in the derivation of the standard.

9Yalcin (2010), Klecha (2014), and Lassiter (2017) make a similar claim about the strength of likely.
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Believe behaves like an absolute predicate in this respect. An unmodified form cannot felicitously
occur with a for-phrase that specifies the comparison class.

(12) #I believe this story for a skeptic.
Intended reading: I believe this story to a higher degree than a skeptic would.

The second piece of evidence comes from the way antonyms interact in entailment patterns and
negated conjuncts. Kennedy (2007) and Lassiter (2017) point out that the negation of an absolute
adjective entails its antonym while the negation of a relative adjective does not entail the antonym.
Similarly, one cannot negate both an absolute adjective and its antonym, although one can negate
a relative adjective and its antonym. The examples below are from Lassiter (2017:100).

(13) a. The rod is not bent. |= The rod is straight.
b. Bill is not tall. 6|= Bill is short.

(14) a. #The rod is not bent, but it is not straight either.
b. Bill is not tall, but he is not short either.

The reason for these contrasts is that absolute adjectives and their antonyms cover complementary
portions of the same scale, while with relative adjectives the intuition is that there is a “zone of
indifference” (Sapir 1944) between the two denotations. Clearly, believe patterns with absolute
adjectives in this respect. Assuming that John has an opinion about the truthfulness of the story in
question, his not believing the story entails that he doubts it, and he cannot both not believe and
not doubt the story.10

(15) John doesn’t believe the story. |= John doubts the story.

(16) #John doesn’t believe the story, but he doesn’t doubt it either.

In short, we see that believe exhibits the properties of maximum-degree predicates. In other
words, believe is strong.

2.2 Scalar reasoning
The gradable nature of believe provides fertile testing ground for the presence or absence of scalar
inferences. Since WB systematically predicts unattested not certain-implicatures while SB does
not, scalar reasoning lodges a strong argument in favor of the latter view.

Scalar implicatures are defeasible inferences associated with sentences that contain a scalar
term, i.e. a term that can be ordered by entailment strength relative to other elements of the same
category. Neo-Griceans derive scalar implicatures by negating all stronger alternatives produced
by substitution of scalar terms inside the original utterance with other terms from the same scale
(Gazdar 1979; Horn 1989; Sauerland 2004; a.o.). The justification behind this mechanism is that
if the speaker were in a position to make a stronger statement, she would have done so; the fact
she did not suggests that she considers the relevant alternatives false. For example, assuming the
lexical scale 〈some, most, all〉, the use of a most-alternative in (17a) implicates the negation of the
stronger all-alternative in (17b), so we get the enriched meaning in (17c).

10To be precise, the reported patterns about absolute predicates hold only if we are dealing with maximum/minimum
antonym pairs, and believe/doubt fits this category. Lassiter (2017) lists full/empty as an example of a maxi-
mum/maximum pair of absolute adjectives that does not obey the reported pattern.
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(17) a. Most of my friends came to the party.
b. All of my friends came to the party.
c. Most but not all of my friends came to the party.

WB and SB make different predictions about scalar implicatures associated with belief sen-
tences. If believe is weak, its use is expected to routinely trigger a not certain-inference produced
by the same mechanism as the one just outlined.11 By contrast, if believe is strong, no generation
of such implicatures is predicted (but see subsection 2.5 for qualifications). The lack of systematic
scalar implicatures associated with belief sentences is a first hint that the latter view is more on the
right track.

(18) a. Kamala believes that America needs universal health care.
b. 6 Kamala is not certain that America needs universal health care.

In addition, it is now well established that scalar implicatures can arise in embedded posi-
tions, which may be taken as evidence that such inferences are part of the semantic composition
(Levinson 2000; Chierchia 2004; 2006; 2013; Fox 2007; Chierchia et al. 2012). One such case is
illustrated in (19), where the not all-implicature triggered by the use of most arises in the scope
of a speech report. However, no parallel implicature seems to arise with believe as trigger in the
similar structure in (20). This finding is compatible with SB but is less compatible with WB.

(19) a. According to Mary, most of the students flunked the exam.
b.  According to Mary, not all of the students flunked the exam.

(20) a. According to the press, Kamala believes that America needs universal health care.
b. 6 According to the press, Kamala is not certain that America needs universal health

care.

Looking at downward-entailing environments, one could object that a strong believe does not
quite fit the expected pattern. In (21), all in the scope of negation triggers an inference to most or
some; by contrast, negated believe does not seem to implicate neither likely nor possible (22). No-
tice, however, that SB predicts both a likelihood and a possibility implicature in this case (although
the latter is undetectable as entailed by the former) while WB predicts a possibility implicature, so
(22) is problematic for both views.

(21) a. Not all of the students passed the exam.
b.  Most/Some of the students passed the exam.

(22) a. Fred doesn’t believe it’s raining outside.
b. 6 Fred finds it likely/possible it’s raining outside.

11One might try to block this reasoning by disputing the claim that 〈believe, certain〉 constitutes a lexical scale, e.g.
by pointing out that the two terms belong to different syntactic categories (verb v. adjective). Notice, however, that for
the argument to go through it is not required that the claimed inference is a scalar implicature; it could as well be a
general quantity implicature.
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The issue here seems to be that believe is a neg-raising predicate, and thus (22a) would typically
be interpreted to mean Fred believes it’s not raining outside. Assuming that Fred has consistent
beliefs, this last interpretation contradicts (22b) and the expected implicatures does not arise. This
type of data then can be explained by an independent mechanism and does not decide between SB
and WB.

Attributing belief to attitude holders whose certainty level is determined by the context also
recommends SB over WB. The utterance in (23) is infelicitous because it is judged to be underin-
formative. But if believe did not require full certainty, it would be unclear why (24) is acceptable
rather than being ruled out as underinformative as well.

(23) Context: We know that all of the students passed the midterm.
#Some / #Most of the students passed the midterm.

(24) Context: We don’t know whether the transfer student passed the midterm but Jill is certain
he did.
Jill believes the transfer student passed the midterm.

Conversely, it is hard to sincerely attribute belief to an agent who doubts the prejacent to some
degree (see subsection 2.5 for discussion of hedging uses). If we try to do this, we run the risk of
saying something false. WB lets us expect that the inference below can be drawn, given that the
attitude holder finds the prejacent to be likely true. By contrast, SB blocks this inference due to
lack of certainty.

(25) Mueller finds it likely but is far from certain that Russia influenced the election.
#So, Mueller believes that the Russians did it.

The last kind of data I discuss in this subsection involves scalar gradation. Utterances with non-
maximal scalar terms can be strengthened, thus canceling the default inference to non-maximality.
For example, likely can be strengthened to certain, thus removing the upper bound of the scalar
meaning of the former.

(26) It’s likely that she took the trip. In fact, it’s certain.

By the same token, if believe is strong, it should be able to strengthen a weaker modal but it
should not allow for itself to be further strengthened. In some cases this is borne out. For example,
gradation from likely to believe is possible.

(27) It’s likely the story is true. In fact, I believe it did happen.

However, there are apparent challenges to both of these predictions that need to be addressed.
Starting off with the first prediction, Hawthorne et al. (2016:1398) point out that believe cannot be
used to strengthen think, which they view as a weak modal.

(28) ??Tim thinks it’s raining, but he doesn’t believe that it is.

A detailed analysis of such data would require a careful examination of the subtle differences
between think and believe, something that goes well beyond the scope of this paper.12 Here I only

12Hawthorne et al. note that only believe can be modified by degree modifiers such as firmly or fully, and that only
think can be used in the progressive aspect. Under the proposed semantics, the first observation follows from the fact
that believe is gradable. The second observation points at an aspectual contrast: think denotes a process while believe
denotes a state.
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list several possible directions for why (28) is degraded. One obvious thing to say is that it is not
clear that think is weak, given that is has a similar distribution to that of believe. While often used as
a hedge, we might be able to explain its weak flavor by the same mechanism as the one proposed for
believe below (see subsection 3.3). Another possible line is that while think is indeed weaker than
believe, the two verbs are too close in strength to warrant this type of direct scalar comparison.13

Finally, even if think is significantly weaker than believe, (28) might be unacceptable because the
second conjunct favors a neg-raised reading. We then get Tim thinks it’s raining & Tim believes
it’s not raining, which would come out as contradictory under the plausible assumption that the
thresholds for think and believe are sufficiently high so that their sum exceeds 1.

Perhaps the most well-known objection to the second prediction above is the old dictum that
knowledge entails belief (but not vice versa). This claim seems supported by the following natural
gradation.

(29) Scientists believe there is water on Mars. In fact, they know it.

However, it has also been argued that while know is stronger than believe in terms of its presuppo-
sitions (and perhaps also richer in terms of its entailments), know does not entail a higher degree
of subjective certainty than believe does (see Chemla 2008; Sauerland 2008; Schlenker 2012; see
subsection 3.4 for more discussion). Know is presuppositionally stronger in that it adds the factive
inference that the prejacent is true; it may also be truth-conditionally stronger in that it entails that
the attitude holder has appropriate evidence for the prejacent. Either property could be invoked to
explain the felicitous gradation in (29) without ascribing a raised certainty level on the part of the
agent. To put it differently, modal gradation is often about raising the likelihood of a proposition
from the point of view of the speaker rather than from the point of view of the belief holder.

2.3 Closure under conjunction
Strong and non-strong modals differ in force and are predicted to have different logical properties.
In this subsection, I argue that believe, like other strong modals and unlike non-strong modals, is
closed under conjunction.

One difference between strong and non-strong modals concerns the way they interact with
conjunction. The former are closed under conjunction, i.e. a strong modal licenses the entailment
in (30), as illustrated in (31). Non-strong modals do not have this property (32)-(33).

(30) a. M(p)∧M(q) |= M(p∧q)

(31) a. It’s certain that Sean is in Rome and it’s certain that he is catholic.
b. |= It’s certain that Sean is in Rome and that he is catholic.

(32) Context: A fair die is rolled. How did it come up? (after Yalcin 2010:925)
a. Probably, a number above 2 came up. True, chance = 2/3
b. Probably, a number below 5 came up. True, chance = 2/3
c. 6|= Probably, a number above 2 and below 5 came up. False, chance = 1/3

13This is not just a theoretical possibility. Lassiter (2016) presents experimental evidence that suggests that might is
stronger than possible. Even so, It’s possible Bill is in his office, though it’s false he might be there sounds contradictory,
presumably because the certainty thresholds for these two modals are too close to be explicitly contrasted.

11



(33) a. It’s possible Jane is in Italy and it’s also possible Jane is in France.
b. 6|= It’s possible Jane is in Italy and in France.

Since the following presents a valid entailment, believe pairs up with strong modals in this respect.

(34) a. Ron believes Mia is hawt and he also believes she is going to marry him.
b. |= Ron believes that Mia is hawt and that she is going to marry him.

Notice that even a “weak” reading of believe licenses this type of inference. This fact strongly
suggests that the intuition of weakness does not translate into reduced certainty.

(35) a. I believe Sean is catholic, but I’m not sure.
b. I believe Sean is in Rome, but I’m not sure.
c. |= I believe Sean is catholic and he is Rome, but I’m not sure.

There is a lot of discussion in the philosophical literature about whether the beliefs of a rational
agent are closed under conjunction. While most philosophers agree this should be so (e.g. Hintikka
1962; Levi 1973; Leitgeb 2014), detractors point out that the closure property leads to the lottery
paradox (Kyburg 1961, 1970; Foley 1992). A classical version of the lottery paradox for rational
belief goes as follows. Consider a fair lottery with 100 tickets and one winner. It seems rational to
believe the statement “Ticket 1 will not win”, as it has a solid 99% chance of being true. But the
same goes for the statements “Ticket 2 will not win”, “Ticket 3 will not win”, and so on down the
line up to “Ticket 100 will not win”. By the closure property, it should then be rational to believe
the statement “No ticket will win”. But this contradicts the assumption that one ticket will win.

The important thing to notice here is that the lottery paradox is about the norms of rational belief
rather than the semantics of the verb believe per se. If rational belief is understood as reaching some
high but non-maximal level of confidence (Foley 1992), it is indeed reasonable to reject the closure
property, or else we will be left with a paradox. However, when the paradox is taken to bear on
the use of the verb believe, the linguistic judgments can be disputed, as Hawthorne et al. (2016)
themselves admit. In the above scenario, it may not be entirely sincere to assert that one believes
that one’s ticket will lose based on numeric probabilities alone.14 Indeed, if we assume that believe
is strong, any shortage of certainty would make the premises false and the paradox would not arise
(recall also (25) above).

2.4 Neg-raising
The goal of this subsection is a negative one. Hawthorne et al. (2016) point out that believe li-
censes neg-raising and argue that this puts it in the category of weak modals. I counter this conclu-
sion by showing that the correlation between neg-raising and modal strength is less obvious than
Hawthorne et al. would have it.

Neg-raising is a phenomenon whereby a matrix negation is interpreted as if it takes scope inside
an embedded clause, so that x doesn’t believe p comes to mean x believes not p (Fillmore 1963;

14A weak reading of I believe my ticket will lose would be quite natural in this context. However, the same could be
said about I believe my ticket will win (perhaps uttered as an expression of a gut feeling), and yet no one would claim
that a meagre 1% probability is enough to justify belief. As argued in section 3 below, the certainty associated with
believe is strong but subjective and thus objective probabilities may be disregarded.
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Lakoff 1969; Bartsch 1973; Horn 1989; Gajewski 2007; Romoli 2013; Collins & Postal 2014).
While there is no universally accepted analysis of neg-raising, semantic accounts typically cash in
on Bartsch’s (1973) “excluded middle” principle according to which the agent holds the described
attitude towards the embedded proposition or its negation. Thus, if x doesn’t believe p is uttered
and x believes p ∨ x believes not p is assumed to hold, we can conclude x believes not p, since
the assertion is only compatible with the second disjunct of the excluded middle principle. The
strengthened neg-raised reading of the original utterance is now derived.

Since believe is a neg-raising predicate, a legitimate question to ask is what other predicates fall
in the same class and whether there are generalizations to be drawn about its members. Hawthorne
et al. (2016) hypothesize that neg-raising occurs with weak modal predicates (e.g. think, want, like,
advise) but not with strong modal predicates (e.g. know, need, love, order). The fact that believe
shares this property with the former group, they argue, bespeaks a weak semantics.

However, a closer look reveals that the alleged link between weak modal force and neg-raising
is not supported by the data. Horn (1989:ch.5) draws a distinction between three types of modals
depending on the perceived strength of their standard of comparison: weak scalars (possible, al-
lowed), midscalars (think, likely), and strong scalars (know, certain, necessary). He then goes on to
show that weak scalars never license neg-raising, midscalars typically do, and strong scalars may
or may not license it. Thus, with the exception of weak scalars, modal strength is not a reliable
indicator of neg-raising behavior. Notice, for example, that want is a neg-raising predicate while
desire is not (Gajewski 2007), but it is far from obvious that the two verbs differ in strength. Thus,
the fact that believe licenses neg-raising does not really tell us whether this verb is a midscalar or
a strong scalar.15

This conclusion is further supported by attested crosslinguistic variation. In English, both be-
lieve and think are neg-raisers. As Horn (1989:322) notes, however, the Hebrew equivalent of
English ‘think’ (xošev) licenses neg-raising while the equivalent of ‘believe’ (maamin) does not;
in Malagasy, the exact opposite is the case. The consensus in the literature thus seems to be that
neg-raising is difficult to predict on the basis of the general properties of the predicate and instead
needs to be lexically stipulated. If so, the fact that believe licenses neg-raising does not decide on
its modal strength, except perhaps for excluding the possibility that it is a weak scalar.16

2.5 Hedging
The strongest argument for WB comes from the fact that the content of belief can be doubted by the
attitude holder. As this subsection will show, however, the weak reading does not apply across the
board and thus cannot be the default. It typically arises with first-person present-tense unembedded
forms and also requires that the belief component not be at issue in the given discourse.

The main challenge to SB is based on the observation that a statement of belief can be used
as a hedging device. The speakers below explicitly disavow responsibility for the truth of the
prejacent.17

15Although Horn himself, without argument, classifies believe as a midscalar.
16I will not discuss neg-raising any further in this paper. I suggest that the scalar implicature-based account of

Romoli (2013) is compatible with the current proposal.
17Some speakers have a slight preference for think over believe in these examples. As Hawthorne et al. (2016:1400)

put it: “‘Think’ seems slightly more natural here, but ‘think’ often feels more natural.” However, the experimental
results reported below leave little doubt that the hedging data is real.
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(36) I believe it’s raining,
{

but I’m not sure it’s raining
but I know it might not be

}
. (Hawthorne et al. 2016:1395/1396)

(37) I might be wrong, but I believe this is the first Windows release to feature an onboarding
app. (from the web)

In order to appreciate the dimensions of the hedging pattern, it is useful to draw a comparison
between (36)-(37) and Moore-paradoxical sentences, which are of the following form (Baldwin
1993).

(38) a. #It’s raining but I don’t believe it’s raining.
b. #It’s not raining but I believe it’s raining.

Such sentences posit a challenge because they sound unacceptable, and yet under a standard Hin-
tikkan semantics for believe they do not come out as epistemic contradictions.18 That such sen-
tences are not self-defeating is visible from the fact that they become acceptable when embedded
under modals, or rendered in the past tense or the third person.

(39) a. Suppose that it’s raining but I don’t believe it.
b. I didn’t believe it was raining, but as a matter of fact it was.
c. Jack doesn’t believe it’s raining, but it really is.

Moore himself suggested that the unacceptability in (38) is due to a clash between what the speaker
is committed to by asserting a sentence and the overtly expressed belief. Intuitively, given an ut-
terance of p but I don’t believe p, the contradiction arises between the speaker asserting p, which
implies that the speaker believes p, and the explicit statement that the speaker does not believe p.19

The hedging data differs from Moore-paradoxical sentences in two important respects. One dif-
ference is that the former sentences are of the form Bs p∧♦¬p or Bs p∧¬�p, where the negation
is softened by a modal and there is a possibility that the prejacent of believe is true.20 The hedging
data can then be viewed as a “mild” version of Moore-paradoxical sentences, which flat-out deny
the prejacent, being of the form p∧¬Bs p or ¬p∧Bs p. Second, Moore-paradoxical sentences are
salvaged if we move away from first-person present-tense unembedded forms, as we saw in (39).
By contrast, hedging sentences can stand alone in their canonical form, but when embedded under
suppose or used in the third person or the past tense they may give the air of an epistemic inconsis-
tency (40). Hedging sentences roughly illustrate the reverse pattern to that of Moore-paradoxical
sentences and could appropriately be called “anti-Moore paradoxical”.

(40) a. I believe global warming is real but I’m not sure.
b. (?)Jenna believes global warming is real but she is not sure.
c. ?One year ago I believed global warming is real but I was not sure.
d. ?Suppose that I believe global warming is real but I’m not sure.

18The reason is that the world of evaluation need not be among the doxastic alternatives of the speaker. Thus, it is
possible that it is raining outside but the speaker incorrectly believes that it is not raining.

19Hintikka (1962) offers a formal implementation of this idea.
20Here B is a belief operator, s is the speaker, and ♦/� stand for epistemic possibility/necessity.
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The general point here is that the acceptability of both hedging and Moore-paradoxical sentences
varies depending on whether the belief is attributed to the current state of the speaker or detached
from it in some way. I take this type of behavior as an indication that the relevant process in each
case at work goes beyond the lexical meaning of believe.

The judgments in (40) are somewhat sensitive and not quite uniform across speakers. To assess
their significance, I ran an online acceptability study on the Amazon Mechanical Turk platform. I
created 8 groups of 4 target stimuli that minimally differed across sentence type as in (40) above:
Canonical, ThirdPerson, Past, Embedded. The 32 target stimuli produced were distributed across
the 8 lists such that each list contained one token per condition and tokens were taken from different
groups. Each list was interspersed with 9 fillers (three of them were contradictory and served as
control items), thus making for a total of 13 stimuli per list. I recruited 56 participants (7 for each
of the 8 lists) with U.S. IP addresses; 10 participants were subsequently excluded because they
missed more than one of the controls and gave the impression that they were not attending to the
task. Participants were asked to assess the acceptability of hedging sentences on a 5-point Likert
scale; a sample target stimulus is given below.

(41) The following sentence sounds fully natural:
Jenna believes global warming is real but she is not sure.
[1] strongly disagree [2] disagree [3] neutral [4] agree [5] strongly agree

The results were in line with the intuitive judgments reported above. The mean acceptability ratings
per condition were as follows: 4.18 for canonical sentences, 3.91 for third-person sentences, 2.89
for past sentences, and 2.7 for embedded sentences. These are plotted in Figure 1 below.

Figure 1: Mean acceptability ratings for hedging with believe varying across four sentence types.
Error bars indicate 95% confidence intervals.

I fitted a logistic regression model performed in the R statistical software and using the glm()

function. The results revealed no significant contrast between the Canonical and the ThirdPerson
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condition (p = 0.23). However, the differences in acceptability between Canonical v. Past and
Canonical v. Embedded turned out to be highly significant (p < 0.001 for both comparisons).

These results confirm the judgements in (40). However, they also bring up the question of why
the acceptability of third-person examples appears to be on par with that of first-person examples,
and more generally of what is at stake in hedging uses. I suggest that the main factor that facilitates
a weak reading is the accessibility of a speech context. Past tense marking and embedding under
suppose detaches the speaker from the current utterance context, thus making a weak interpretation
difficult to access. As for the third-person hedging uses, some speakers commented that the belief
attribution is most naturally interpreted as a speech report of the belief agent uttering a first-person
hedging sentence. The reporting context is left implicit in (40b) but is made explicit in (42) (both
examples are taken from the web).

(42) a. Ramsey said he believes, but doesn’t know for sure, that the concerns led U.S. Capitol
Police to prohibit truck and bus traffic near the Capitol, starting early today.

b. That panel member said in a post-trial Facebook post he believes–but doesn’t know for sure–
that some fellow jurors relied on outside evidence, according to the St. Petersburg
Times.

In section 3, I will argue that speech contexts are key in deriving a weak interpretation for be-
lieve because they help establish a contrast between an agent’s private convictions and her public
commitments.

If the weak reading for believe is tied to a speech context, it may come as no surprise that there
are also relevance restrictions on it. Hedging uses turn out to be sensitive to what the conversation
is about, or the question under discussion (Ginzburg 1996, 2012; Roberts 1996; Büring 2003;
Farkas & Bruce 2010). Questions under discussion play an important role in various parts of gram-
mar; perhaps most prominently, they are known to determine the focus structure of a declarative
utterance (Jackendoff 1972; Rooth 1985, 1992; Krifka 1991; Beaver & Clark 2007). Below, the
focused constituent corresponds to the wh-word and the utterance is congruent to the question.

(43) {Who did Abby introduce to Claire?}
She introduced BILLF to Claire.

(44) {Who did Abby introduce Bill to?}
She introduced Bill to CLAIREF .

The weak/strong opposition in the interpretation of believe is sensitive to the question under
discussion the same way focus structure is. As the data below shows, the weak reading is natural
when the prejacent rather than the belief component is at issue (45). When what is at issue is the
belief component itself, only the strong reading is available (46).

(45) {Is capitalism better than socialism?}
I believe so (but I’m not sure).

(46) {Tell us about your political beliefs.}
I believe capitalism is better than socialism (?but I’m not sure).
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Uses of matrix clauses as in (45) are sometimes called “discourse parenthetical” (Urmson 1952;
Simons 2007; Hunter 2016), the reason being that while not syntactically parenthetical (cf. Cap-
italism is better than socialism, I believe) such clauses intuitively play a subordinated role in the
discourse. Apparently, only belief attributions that have this property can obtain a weak interpreta-
tion.

In summary, we see that the weak reading of believe arises (i) in first-person present-tense
unembedded environments, with the exception that a reported speech context controlled by the
belief agent can license this reading, and (ii) when the belief attribution itself is not relevant to
the current discourse. Both generalizations suggest that the intuition of weakness should not be
baked into the lexical entry of believe. The weak reading is more likely a pragmatically-driven
phenomenon that is facilitated by additional factors.

3 A strong, scalar, and subjective semantics for believe
Given the discussion in the previous section, the semantics needs to derive the following facts.

• Believe is gradable; its strength can be manipulated by degree modifiers like partially, truly,
or 95 percent. In its unmodified use, it is an absolute predicate with a maximum-degree
standard.

• Believe is closed under conjunction, i.e. x believes p and x believes q entails x believes (p and
q).

• Believe is strong; an unmodified use entails full certainty on the part on the attitude holder, as
already mentioned. At the same time, the implied commitments can be weakened, typically
in (first-person present-tense) root clauses and provided that the belief component is not
relevant to the question under discussion.

This section proposes a strong semantics for believe that allows for degree modification, entails the
closure property, and explains the weak reading as a particular kind of a scalar inference.

3.1 Believe as a maximum-degree predicate
In section 2, I argued that believe is a gradable verb. In order to capture this property, we can
follow the approach to gradable adjectives proposed in Cresswell (1976), von Stechow (1984),
Kennedy (1999), Kennedy & McNally (2005) and further developed for modal adjectives in Las-
siter (2017) and Santorio & Romoli (2017). The core idea behind this approach is that gradable
predicates express relations between entities and degrees. Specifically, non-modal adjectives mea-
sure individuals along some dimension (e.g. tall measures individuals in units of height) while
modal adjectives map propositions to levels of certainty (e.g. numeric probabilities). Believe falls
in the latter category, although the fact that it is a verb rather than an adjective posits some compo-
sitional challenges, as we will see shortly.
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The lexical entry for believe I propose is fairly simple: it states that the agent’s credence in the
prejacent meets some threshold. Below, Cr is a credence function and p, d, x are variables over
propositions, degrees, and individuals (respectively).21

(47) [[believe]] = λ pλdλx .Crx(p)≥ d

There are several things to notice about this meaning. The first is that believe expresses credences,
i.e. subjective probabilities. This will be important in order to be able to maintain that believe
encodes maximal subjective certainty but can tolerate weak public commitments. The proposed
semantics also entails that believe is associated with the probabilistic scale [0,1], which is fully
closed (see subsection 2.1 for empirical arguments). Given Kennedy’s (2007) principle of Interpre-
tive Economy mentioned above, we predict that believe is an absolute gradable predicate. Finally,
notice that the degree argument is filled after the propositional argument. While degree arguments
may be assumed to be fed in different orders, setting things up this way will allow us to maintain
single lexical entries for degree modifiers that work with both adjectival and verbal elements.

I now comment on how the threshold value is determined. The degree argument of gradable
adjectives is always filled by degree morphology. For positive forms, where no overt degree mor-
pheme is present, it has been assumed that the norm of comparison is supplied by a covert mor-
pheme called pos. Cresswell (1976), who pioneered this idea, assumed that pos contributes some-
thing like “more than average”, so that Bill is tall comes to mean that Bill is of an above average
height. I assume the following semantics for pos (adopted from Kennedy & McNally 2005), where
C is a contextually supplied comparison class of appropriate objects.

(48) [[pos]]C = λPλx .∃d[standard(d,P,C)∧P(d)(x)]

Kennedy & McNally assume that the first conjunct in the above formula links the degree argument
to the right type of standard, depending on the features of the selected adjective and relative to
a comparison class. This conjunct is spelled out as follows, where µP is the measure function
associated with P and sP is the scale associated with P.

(49) standard(d,P,C) =


d > avg{µP(x) |x ∈C} if P is relative
d > min(sP) if P is minimum degree
d = max(sP) if P is maximum degree

The standard norm for relative adjectives is context sensitive; it is the average degree of P-ness of
the objects inside some contextually specified comparison class. By contrast, the standard norms
for absolute adjectives do not depend on the facts in the world. They are fixed as the minimum or
the maximum of the relevant scale.

Let us assume that pos attaches to unmodified VPs headed by believe, as in (50). Since in this
case pos equates the degree of belief to the maximum of the probability scale (= 1), we derive the
fact that unmodified believe is strong.

(50) pos [believes it’s raining]
a. [[believes it’s raining]] = λdλx .Crx([[rain]])≥ d

21To avoid clutter, I refrain from specifying logical types on variables. Since the logical types are implied by the
semantic composition, there is no danger of confusion.
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b. [[pos [believes it’s raining]]] = λx .∃d [d = 1∧Crx([[rain]])≥ d]
= λx .Crx([[rain]]) = 1

We can adopt the same kind of meanings for overt degree modifiers that are usually designed
to combine with gradable adjectives. The following lexical entries are modeled on Kennedy &
McNally (2005) and preserve the logical types. For illustration purposes, I take one instance of
minimality, maximality, and proportional modifiers.

(51) a. [[partially]] = λPλx .∃d[d > min(sP)∧P(d)(x)]
b. [[truly]] = λPλx .∃d[d = max(sP)∧P(d)(x)]
c. [[95 percent]] = λPλx .∃d[d = 0.95∧P(d)(x)]

For example, belief sentences with minimality modifiers like partially give rise to the meaning as
shown below.

(52) partially [believes eating pizza is healthy]
a. [[believes eating pizza is healthy]] = λdλx .Crx([[eat pizza healthy]])≥ d
b. [[partially [believes eating pizza is healthy]]]

= λx .∃d[d > 0∧Crx([[eat pizza healthy]])≥ d]
= λx .Crx([[eat pizza healthy]])> 0

Comparative morphology in belief sentences is more challenging. The reason is that believe,
being a verb, does not directly compose with comparative morphemes the same way gradable ad-
jectives do. Instead, beliefs are juxtaposed by comparative forms of gradable adverbs like strongly
or firmly. This necessitates additional entries for degree modifiers that compose with adverbs rather
than adjectives.

To show how this can be done, let us first posit the following bleached meaning for strongly.

(53) [[strongly]] = λPλdλx .P(d)(x)

The “strong” meaning of unmodified strongly comes not from the adverb itself but from the fact
that it composes with an adverbial version of pos. This is demonstrated below, where ds is the
relevant threshold for beliefs that count as strong.

(54) [[posAdv]]
C = λAλPλx .∃d[standard(d,P,C)∧A(P)(d)(x)]

(55) [pos strongly] [believes S]
a. [[posAdv strongly]]C = λPλx .∃d[standard(d,P,C)∧P(d)(x)]
b. [[believes S]] = λdλx .Crx([[S]])≥ d
c. [[[posAdv strongly] [believes S]]] = λx .∃d[d > ds∧Crx([[S]])≥ d]

= λx .Crx([[S]])> ds

A standard meaning for adjectival more is given in (56a); here d′ is filled by the degree denoted
by the comparative clause (Kennedy 1999). The adverbial counterpart in (56b) makes room for an
additional argument supplied by the modified adverb.

(56) a. [[more]] = λd′λPλx .∃d[P(d)(x)∧d > d′]
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b. [[moreAdv]] = λAλd′λPλx .∃d[A(P)(d)(x)∧d > d′]

Assuming the elliptical structure in (57), we can capture comparative uses involving believe as
follows.

(57) John [believes S] [[moreAdv strongly] [than Mary believes S]]
a. [[moreAdv strongly]] = λd′λPλx .∃d[P(d)(x)∧d > d′]
b. [[than Mary believes S]] = dc

c. [[[moreAdv strongly] [than Mary believes S]]] = λPλx .∃d[P(d)(x)∧d > dc]

d. [[[believes S] [[moreAdv strongly] [than Mary believes S]]]]
= λx .∃d[Crx([[S]])≥ d∧d > dc]
= λx .Crx([[S]])> dc

Given its impoverished semantics, strongly does not have a real input and the comparative meaning
originates entirely with moreAdv. But in other cases, the modified adverb will have a real meaning
contribution, as in moreAdv quickly or moreAdv thoroughly.

This should suffice to demonstrate the general plausibility of treating believe as a gradable
verb. Needless to say, what has been presented in this subsection is just an outline of a rich and
very complex phenomenon. But it is promising that it already provides the basic functionality and
is well incorporated into the degree-based framework of gradability.

3.2 One welcome consequence: conjunction closure
One desirable consequence of the current account is that believe is closed under conjunction. To
see that, assume that x believes p and x believes q are both true. Given the proposal in the previous
subsection, it follows that Crx(p) = 1 and Crx(q) = 1. These say that, according to x, the entire
probability weight falls within p and the entire probability weight falls within q. That is, according
to x, all possible worlds outside p and outside q are assigned a probability of zero. This entails that
Crx(p∩ q) = 1, i.e. x believes (p and q) is true. Given the empirical data discussed in subsection
2.3, this is a welcome result.

By contrast, if the threshold for believe is allowed to be less than 1, the closure property would
not apply anymore. For example, consider a context in which the threshold is 0.9, and let x believe
p and x believe q to that same degree. If so, Crx(p) = 0.9 and Crx(q) = 0.9, so both x believes
p and x believes q are true as they meet the given threshold. However, if p and q happen to be
probabilistically independent, it follows that Crx(p∩ q) = Crx(p)×Crx(q) = 0.9× 0.9 = 0.81.
Since this value is below the threshold of 0.9, x believes (p and q) will be false in this context. A
weak semantics does not ensure that believe is closed under conjunction.

Notice also that the standard Hintikkan semantics derives the closure property as well. The
reason is the following: if all of x’s doxastic alternatives are p-worlds, and all of x’s doxastic
alternatives are q-worlds, then necessarily all of x’s doxastic alternatives are p∩q-worlds. However,
as noted in section 1, this semantics says nothing about gradability, and the fact that (unmodified)
believe is strong needs to be stipulated. The current account fares much better in this respect as
it allows for degree modification along familiar lines and derives the maximum-degree property
from scale structure.
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3.3 Explaining hedging
If believe entails full confidence in the prejacent, as the bulk of the empirical evidence suggests,
how can we explain the possibility of hedging? I argue that the weak reading falls out as a particular
kind of scalar inference that arises through competition with a presuppositionally stronger know-
alternative. In order to understand why this inference to weakness does not clash with the full
strength of believe, we need to draw a distinction between two types of certainty, i.e. subjective
and objective. Subjective certainty is what is expressed in belief reports; it is privately held and
need not be based on empirical evidence. By contrast, objective certainty is publicly expressed
and needs to be backed up by evidence. This is the kind of certainty that is at stake in conversation,
as it entails commitments and carries with it the burden of proof. Williamson (1996:504), in his
discussion of the norm of assertion, alludes to this distinction as he writes:

“[...] subjective probability (degree of belief) is too subjective to warrant assertion: I do
not gain warrant to assert that I am Napoleon merely from my baseless conviction that
I am Napoleon, even if my conviction is so dogmatic that the assertion has subjective
probability 1. If any probability warrants assertion, it is probability on one’s evidence.”

Subjective certainty is measured by the probability function Cr, already introduced above. Ob-
jective certainty, I assume, is measured by the function Pr. One can think of Pr as a more conserva-
tive version of Cr, although this will only hold for sincere speakers. That is, if a speaker is publicly
committed to some proposition to a certain degree, her subjective confidence in that proposition
would normally meet that degree; in other words, Prx(p)≤Crx(p) will hold for all sincere agents
x and propositions p.22

I now discuss the nature of the scalar inference that is responsible for the intuition of weakness.
It is often noted that the definite article in English implies the existence of a unique referent while
the indefinite article implies that there are several referents present in the universe of discourse. In
order to explain this intuition, Hawkins (1991) proposed that the and a(n) share an entailment of
existence, but the also introduces an implication of uniqueness. Following along the classical anal-
ysis of Russell (1905), Hawkins assumed that this uniqueness implication is a regular entailment,
i.e. it is part of the truth condition. If so, 〈a(n), the〉 constitutes an entailment-based lexical scale,
or an e-scale. The inference to non-uniqueness associated with a(n) is then derived as a scalar
implicature by standard neo-Gricean reasoning.

However, Heim (1991) pointed out that the uniqueness implication of the definite article is a
presupposition rather than an entailment. The non-uniqueness inference associated with the indef-
inite article would then arise through competition with a lexical item that is presuppositionally
stronger, and hence this inference cannot be a regular implicature. How, then, should it be de-
rived? Heim proposed (a version of) the following principle as a presuppositional counterpart to
the Gricean maxim of quantity.23

22Notice that the way I use the terms “subjective” and “objective” does not line up with philosophical parlance on
probability. There are several interpretations of probability, including frequentist (according to which probability is
about objective proportions) and subjective or Bayesian (according to which probability measures the certainty of an
individual agent); see Hájek (2011) for an overview. Cr and Pr are both “subjective” in this broad philosophical sense,
as they are both tied to an agent.

23The label “Maximize Presupposition” seems to hail from Sauerland (2003).
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(58) Maximize Presupposition
A sentence S′ should be preferred over an alternative sentence S if
(i) S and S′ share contextually equivalent truth conditions,
(ii) the presuppositions of S and S′ are both satisfied, and
(iii) S′ is presuppositionally stronger than S.

This principle enjoins us to use a sentence with the rather than a minimally different sentence
with a(n) if the presupposition of the former is met. This explains why, for example, we cannot
felicitously say A sun is shining. The speaker should rather utter The sun is shining, given that in
our solar system there is a single sun and thus the presupposition of the is satisfied. By using the
indefinite counterpart, the speaker suggests that there are more than one suns, hence the infelicity.

Later work has added to 〈a(n), the〉more instances of presupposition-based scales, or p-scales,
including 〈all, both〉, 〈PL, SING〉, 〈PRES, PAST〉, 〈 /0, too〉, 〈believe, know〉 (Percus 2006; Chemla
2008; Sauerland 2008; Singh 2011; Schlenker 2012). In this paper, we are mostly interested in the
p-scale 〈believe, know〉, where it is assumed that its elements share similar, if not equivalent truth
conditions, but know adds a presupposition to the effect that its complement is true (see subsection
3.4 for potential refinements). Maximize Presupposition then helps us understand why the use of
believe implies that the presupposition of the know-alternative is not taken to hold, see (59). Percus
(2006) calls this type of scalar inference an antipresupposition and I will adopt his terminology.24

(59) a. Utterance: John believes it’s raining.
b. Alternative: John knows it’s raining.
c. Antipresupposition: It’s not assumed that it’s raining.

I will first demonstrate how the current proposal derives antipresuppositions as these. Once this is
achieved, the weak reading of believe will fall out as a special case.

The following lexical entry views know as a factive counterpart of believe.25 Below, I add
possible worlds to the metalanguage and adopt Heim & Kratzer’s (1998) convention of placing
presuppositions between the lambda operators and the scope.

(60) [[know]]w = λ pλdλx : p(w) .Crx,w(p)≥ d

Given this entry, we can derive the antipresupposition of believe through competition with know.
I propose to do this by means of a grammatical mechanism rather than via a pragmatic principle
like Maximize Presupposition. I will thus introduce a presupposition-based exhaustivity operator
that captures the essence of Maximize Presupposition but has the advantage that it may occur in
subordinate clauses and generate antipresuppositions locally. This can derive occasional weak uses
of embedded believe as in (42).

Next, I present the formal account. Let 〈α1, ...,αn〉 be a p-scale and Sαi be a logical form that
contains αi, an element of this scale. We can define the set of presuppositional alternatives, or p-
alternatives of Sαi as the set of all structurally similar logical forms where αi may be substituted
by one of its scale-mates.

24An antipresupposition is sometimes taken to be just what is not taken to hold; in (59), that would be the proposition
that it is raining. I will not adopt this narrow sense of the term here.

25This entry also captures the fact that know is gradable, cf. He knows very/quite/full well that I don’t like alcohol.
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(61) p-Alt(Sα) = {Sβ |α and β belong to the same p-scale}

For example, given the p-scale 〈believe, know〉, S(believe) will generate the set of p-alternatives
that consists of S(believe) and S(know).

Only p-alternatives with a stronger presupposition than the uttered sentence are excludable, in
the sense that they can be denied in order to obtain an enriched meaning. The set of excludable
p-alternatives is defined below, where ∂ is a presupposition operator adapted from Beaver (2001).

(62) p-Excl(S) = {S′ ∈ p-Alt(S) |∂ [[S′]]⊂ ∂ [[S]]}

Work on embedded scalar implicatures has employed a silent exhaustivity operator Exh that at-
taches to a clause and enriches its meaning with the condition that all excludable scalar alternatives
are false (Chierchia 2006; 2013; Fox 2007; Chierchia et al. 2012). I introduce a presuppositional
counterpart p-Exh, which states that the speaker is not objectively certain that the presupposition
of any stronger p-alternative is taken to hold.26 This essentially means that the speaker s lacks
appropriate evidence that any such presupposition is true.

(63) [[p-Exh S]]w = [[S]]w∧∀S′ ∈ p-Excl(S)[Prs,w(∂ [[S′]])< 1] (first version)

Here is how p-Exh derives the antipresupposition associated with believe-sentences. The final
line below states that John is subjectively certain it is raining but the speaker lacks appropriate
evidence for it being raining.

(64) John believes it’s raining.
a. [[John pos believes it’s raining]]w =Cr[[John]],w([[rain]]) = 1

b. p-Alt(John pos believes it’s raining) =
{

John pos believes it’s raining,
John pos knows it’s raining

}
c. p-Excl(John pos believes it’s raining) = {John pos knows it’s raining}
d. [[p-Exh [John pos believes it’s raining]]]w =Cr[[John]],w([[rain]]) = 1∧Prs,w([[rain]])< 1

Chemla (2008) notices that the antipresupposition of believe can be invoked to explain the intu-
ition of weakness with unembedded first-person belief attributions. Indeed, (65) derives a “weak”
interpretation by following the same steps as in (64): the speaker is subjectively certain it is raining
but is not committed to it, presumably because she lacks sufficient evidence to back up her claim.

(65) a. I believe it’s raining.
b. Crs,w([[rain]]) = 1∧Prs,w([[rain]])< 1

This proposal also captures the intuition that the weak reading is available in third-person belief
attributions that describe belief self-ascriptions. If we allow that p-Exh occurs under verbs of saying
headed by the belief agent, as in (66), we will produce an embedded weak reading along the lines
of “Mary said she believes but doesn’t know for sure it’s raining”.

26The precise way in which the exclusivity inference is framed in the literature on antipresupposition varies de-
pending on the modality involved (belief, knowledge, authority), the responsible agent (the speaker or all discourse
participants), and the scope of the negation (wide or narrow with respect to the modal operator). The specific choices
do not matter so much to our purposes as long as what is denied is the speaker’s objective certainty.
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(66) Maryi said p-Exh [shei pos believes it’s raining]

In order for this to work, we need to slightly relax the semantics of p-Exh so that the speaker
argument on Pr can be bound by a verb of saying. One way to implement this idea is as in (67),
where s(c∗) is the speaker of c∗ and the latter is a free context variable that can be resolved to the
utterance context or a reported speech context introduced in a higher clause.

(67) [[p-Exh S]]c,w = [[S]]c,w∧∀S′ ∈ p-Excl(S)[Prs(c∗),w(∂ [[S
′]]c)< 1] (second version)

We also need a semantics for say that introduces a secondary speech context, as proposed in Kaplan
(1989), Sæbø (2013), and Koev (2017). A minimal entry that meets this requirement is given below.

(68) [[say S]]c,w = λx .∃c′[x = s(c′)∧utterw(x, [[S]]c)]

Provided that c∗ is resolved to c′ and thus bound by say, the embedded weak reading in (66)
amounts to (69), where the objective uncertainty about the weather is attributed to the reported
speaker (=Mary) rather than the current speaker.

(69) ∃c′
[
[[Mary]] = s(c′)∧
utterw

(
[[Mary]],λw .Cr[[Mary]],w([[rain]]) = 1∧Pr[[Mary]],w([[rain]])< 1

) ]
Our final task is to explain the sensitivity of the weak reading to the question under discussion.

Recall from (45)-(46) that the weak reading only arises when the belief attribution itself is not
relevant to the discourse topic. This pattern can be explained if we assume that p-alternatives that
are relevant are filtered out by the computational system. The rationale behind this assumption is
that p-alternatives are based on presuppositions, and these are typically not relevant to the question
under discussion.27 The notion of relevance can be defined in different ways. Here I follow most of
the literature in assuming that a proposition is relevant to a question if it provides at least a partial
answer, i.e. if it is incompatible with at least one possible answer (Groenendijk & Stokhof 1984;
Roberts 1996; van Rooy 2003; Simons et al. 2010).

(70) Rel(p,Q) iff ∃q ∈ Q[p∩q = /0]

We can now restrict the set of p-alternatives that underlies the exhaustivity operator to non-relevant
propositions only.

(71) p-ExclQ(S) = {S′ ∈ p-Alt(S) |∂ [[S′]]⊂ ∂ [[S]]∧¬Rel([[S′]],Q)}
27This fact lends further support to the claim that the inference to weakness is an antipresupposition rather than a

scalar implicature. Scalar implicatures are entailment-based and exhibit the reverse pattern, i.e. they arise if relevant
(Romoli 2013). Compare (i), where the implicature is relevant and difficult to cancel, to (ii), where the implicature is
not relevant and very easy to cancel.

(i) Q: Did you read the articles the professor recommended?
A: I read some of them. ?In fact, I read all of them.

(ii) Q: Why did you remove the first slide from your class notes?
A: Some of the students found it offensive. In fact, all of them did.
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Given these refinements, we can understand why the weak reading arises only if the excludable
alternatives are not relevant. This is illustrated schematically by the following two examples (K
abbreviates the knowledge operator). In (72), the know-alternative is not relevant to the question
under discussion, as someone assigning high credence to a proposition does not decide on its truth.
This alternative survives and we correctly predict that a weak interpretation is possible. In (73),
by contrast, the know-alternative is relevant (it excludes the question alternative listed second) and
does not survive. As a result, exhaustification has no semantic effect and a weak interpretation is
not predicted to arise.

(72) a. {Is global warming real?} Q = {r,¬r}
b. p-Exh [I believe global warming is real] p-Alt = {Bsr,Ksr}, p-ExclQ = {Ksr}
c. Enriched meaning: Bsr∧¬Ksr

(73) a. {Tell us about your views on the environment.} Q = {Bsr,Bs¬r, ...}
b. p-Exh [I believe global warming is real] p-Alt = {Bsr,Ksr}, p-ExclQ = /0
c. Enriched meaning: Bsr

I catalogue the final version of the semantics for the p-exhaustivity operator below.

(74) [[p-Exh S]]c,w = [[S]]c,w∧∀S′ ∈ p-ExclQ(S)[Prs(c∗),w(∂ [[S
′]]c)< 1]

3.4 Alternative routes
This subsection briefly addresses two potential contenders to the proposed explanation of the weak
reading. I comment on the possibility that know is truth-conditionally richer than believe and thus
the weak reading arises as a regular scalar implicature. I also discuss one assertion-based compet-
ing account. Although the conclusions reached are tentative and intended as directions for future
research, I suggest that neither of these competitors is a good fit of the data.

It was assumed above that believe and know share the same truth-conditional content, although
the latter adds a factive implication. However, it is often claimed that knowledge cannot be reduced
to true belief; knowledge also requires the availability of appropriate evidence.28 This claim seems
corroborated by the observation that a sentence like Mueller believes but doesn’t know that Russia
influenced the election is non-contradictory, even though it should be if believe and know were
truth-conditionally equivalent. Instead, this sentence may be taken to state that the belief in ques-
tion is not based on objective evidence to warrant knowledge.29 We could then propose that know,
unlike believe, requires evidence, i.e. that its semantics is based on Pr rather than Cr. This would
mean that know is stronger than believe with respect to both its entailments and its presuppositions.

(75) [[know]]w = λ pλdλx : p(w) .Prx,w(p)≥ d

This entry suggests that a believe-sentence generates not only antipresuppositions but also scalar
implicatures as shown below.

28Exactly what kind of evidence is required for knowledge has been a matter of philosophical debate ever since
Gettier (1963).

29One might still wonder whether what is denied in this example is not the presupposition itself in some sense,
especially given that know is a “soft” presupposition trigger whose factive implication is relatively easy to cancel
(Karttunen 1971; Abusch 2010; Abrusán 2016). Notice also that contrastive focus on know seems to be required.
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(76) John believes that Mary is happy.
a. Entailment: John is subjectively certain that Mary is happy.
b. Scalar implicature: John is not objectively certain that Mary is happy.
c. Antipresupposition: The speaker is not objectively certain that Mary is happy.

Can we invoke scalar implicatures as in (76b) to explain the weak reading of believe? I think we
cannot. One worry is that scalar implicatures are generally relevant to the question under discus-
sion while the weak reading is available only if the belief component is not relevant, as already
noted in subsection 3.3. Another, more general worry is that if believe and know are allowed to
constitute an e-scale, it might be difficult to claim that they also constitute a p-scale. Ideally, p-
scales should consist of elements that share the same truth conditions; without this being the case,
their construction may become too unrestricted. In order to assuage these worries, I will follow
the lead of the literature and suggest that even if the asserted component of know is indeed richer
than that of believe, the two are “contextually” equivalent in most cases (see Percus 2006; Chemla
2008; Schlenker 2012). As Schlenker (2012) notes, in day-to-day situations the evidential norm for
knowledge is rather low. Adding to that the plausible assumption that belief may be based on ob-
jective evidence as well, believe and know would typically end up with equivalent truth conditions
and scalar implicatures as in (76b) would usually not arise.

Let me also briefly compare the proposed analysis of the weak use to an illocutionary alterna-
tive in the same ballpark. Lauer (2017), noticing the hedging use of first-person belief sentences,
attributes the intuition of weakness to competition with asserting the plain sentence. This seems
to suggest that I believe p is in competition with Ass p, where Ass is an assertion operator which
expresses the speaker’s objective certainty that p is true, in contrast to the subjectivity of believe.
We should then be able to derive the weak reading in a similar fashion as under the current pro-
posal. This alternative analysis would also explain why the weak reading canonically arises with
unembedded first-person belief attributions: since Ass heads root sentences and is inherently tied to
the speaker, it would compete with unembedded uses of I believe. Unfortunately, this also means
that we cannot derive the possibility of weak uses in embedded positions (or with non-first person
subjects). Ideally, we would like to say that Ass is licensed and can compete in embedded clauses
as well, but this would amount to nothing more than a stipulation. It is also unclear what the precise
mechanism of deriving the weak reading would look like under this alternative analysis. For exam-
ple, we need to require that 〈I believe, Ass〉 forms a lexical scale, even though I believe is neither
a lexical item nor does it even form a syntactic constituent. A preliminary comparison between
the current proposal and this illocutionary alternative thus seems to speak in favor of the former as
theoretically preferable and better equipped to deal with the data.

4 Conclusion
The idea that believe expresses universal quantification over possible worlds hails from a long
and venerable tradition in formal semantics. This paper challenged this mantra as both too rigid
and non-explanatory, pointing out that it does not capture the gradability of believe and does not
predict (without a stipulation) that an unmodified use of this verb entails full subjective certainty.
After discussing a range of empirical data, I argued for a probabilistic semantics that views believe
as maximum degree predicate, allows for its strength to be manipulated by degree modifiers, and
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correctly predicts that it is closed under conjunction. Importantly, it was assumed that the proba-
bilistic measure encoded by believe is subjective, thus occasionally giving rise to the intuition of
weakness. I have shown that this intuition can be construed (and appropriately constrained) as a
scalar inference due to the presence of a covert exhaustivity operator that compares alternatives of
different presuppositional strength.
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